4.   Generation of Official Products
This section explains the basics of how each of the sections and subsections for official products is generated.  If the product is segmented, this requires a more sophisticated approach to organization of the product sections, and which builds on the basic methods described in this section.  If Valid Time Event Coding (VTEC) is included in the product, then a segmented product is required, with additional VTEC coding applied to each segment.  
Segmenting and VTEC-coding are detailed in Section 5.0 and 6.0, respectively. The generation of products for NWR/CRS broadcast also builds in the basic approaches described in this section, and is discussed in Section 7.0.  
The primary difference between the non-segmented, segmented, and NWR/CRS products is in how the information is organized in the product.  All methods use the same basic process and share most of the same product generation concepts to perform their task.

The generation of a product is controlled by the following three entities:

· Product definition settings

· Phrase templates

· Data values

The settings and templates are file-based configurations.  The actual hydrometeorological data are stored in the relational IHFS database.  The product-definition settings are the highest-level controls; they include the name of the templates, which represent the next level of controls.  The data values themselves can be referenced in the templates, and represent the lowest level of controls.  Each is summarized as follows:
a) Product Definition Settings 

A product definition “set” is defined for a given product category, such as a Flood Warning, or the morning River Statement.  Many product definition sets can be defined.  A minimum number of three is required for basic RiverPro operation – one each for Flood Warning (FLW), Flood Statement (FLS), and River Statement (RVS).   These products, and any other products of local interest, can be configured in a product definition set.

The instructions in the product definition set are initially selected and loaded based on the recommended product category.  The user interface allows full customization of their contents (i.e. settings) during a RiverPro session, and can be used immediately to generate a product.  Alternatively, a set of instructions besides the recommendations can be loaded and then the instructions can be customized.  If desired, the customized instructions can be stored as a new collection of settings for future use, or they can be updated within the same named collection of settings.  
The products settings are stored in “product content control” (.pcc) text files manageable via the user interface.  A complete description of the product settings file is given in Appendix B.

The product settings control actions such as which product sections/subsections to include and which templates to use for each of the sections/subsections. These templates contain the phrases which control the specific wording of the product.
They can also optionally contain explicit instructions regarding which forecast points to include in the product, although this option is normally used only for routine products such as an RVS.  Typically, the included forecast points are based on the recommendations or by the user selecting a custom set of forecast points to include.  A generated product can contain locations other than forecast points in the tabular section.

b) Phrase Templates
The phrase templates are contained in text files which contain a sequence of records, with different record types controlling different aspects of the phrase generation process.  Each record is contained on one line of the template file, although continuation lines can be used to extend longer record definitions onto multiple lines.  
In a template, there are many different types of phrase records.  The primary record type is the one that contains the actual phrases for inclusion.  The template phrases contain variables which are “filled in” by RiverPro when generating the product.  For example, a phrase may include a sentence that contains the observed river stage variable.  
Also, some templates contain condition records that give a conditional expression associated with a given phrase, and there are other record types with special purposes.  Each record begins with an identifying keyword, following by the keyword values on the same line of the template file.  
The complete set of template records is described in Appendix C.  A discussion of how the templates are processed is given in Section 8.0; it describes three fundamental features of templates discussed in the previous paragraphs.  All templates support “phrase insertion”, meaning phrases are read from the template and inserted into the product.  Almost all support “variable substitution”, where values are template variables are substituted into an inserted template phrase.  Lastly, some templates support “conditional control”, whereby a specified condition must be met in order to insert a phrase in the product.
RiverPro processes each of the records found for the chosen template contained in the template file.  For all templates except the tabular template, product text is generated when a “phrase-string” template record is encountered.   This is the record that actually results in text being written to the product.  The tabular template uses a different approach described separately.

The template files are organized such that they contain all the available templates for a given product section/subsection, for a given NWS office.  The templates file names contain the name of the applicable section, and the application NWS office.  Each template in the file is uniquely identified by its template name at the beginning of the template definition.

The templates themselves can be edited from the Riverpro interface by using a built-in connection to an external text editor.

c)  Data Values
The data values for the river stage and other data types play a dynamic role in controlling the product content.  Some of the templates allow data-based conditions to be associated with a given phrase so that the phrase is generated only if the condition is met.  In this sense, the data values themselves can control the product content.  

The data values are also inserted as the values of templates variables which are specified in the templates.  The template variables are discussed in Appendix D and E.
The product is generated based upon the instructions in the product settings.  Data values are used when processing the phrase templates specified in the product settings, in order to create the output product.  Together, these three entities interact to control the generation of the final product.

The discussion on the following pages concentrates on how the product settings and templates control the formatting process. The discussion is organized by product sections/subsections. During parts of this discussion, it may be helpful to reference the appendices which detail the features available in the product settings and the templates.  The means by which the RiverPro interface allows the user to review and edit the product settings is not discussed.  

A RiverPro product can also be created in a fundamentally different manner using existing products.  These previously issued official products can be selected, retrieved, edited and re-issued through the process of creating and issuing corrected products. This is discussed in Appendix F.
4.1   Product-Wide Instructions
Before describing the generation of each product section/subsection, the instructions which apply to the product as a whole are covered.  As discussed in Appendix B, these instructions include:
· Product Identifier and Category

First, a product identifier is associated with the product.  It follows the NWS form of CCCCNNNXXX for official products.  The identifier is provided to the communications interface that transmits the issued product externally, and adds the product identifier to the product header.  For NWR/CRS products, the product identifier is defined using different methods.

In addition to the product identifier, a product category (i.e. NNN) is also defined.  It is used to track the product issuances over time.  Normally, this product category (NNN) matches the NNN portion of the product identifier (CCCCNNNXXX).  To allow flexibility, it is maintained independently from the product identifier.

· Included Points

The specific forecast points to include can be specified.  Individual forecast point information is included within the tabular section and the three subsections of the point-specific section.   For those forecast groups which have at least one of their points included in the product, the forecast group is referenced in the summary section.

· Included Section/Subsections

The sections to include and their order within the product are controlled via the definitions.  If the point-specific section is included, the user can specify which subsections of this section to include and their order.  

The order of the sections is obviously a key part of the product organization.  For non-segmented products, the section order is straightforward.  For segmented products, various additional rules are applied to use the specified order to control the actual order of the sections within and outside of the product segments.  These are discussed in Section 5.0.
· Product Type

These settings specify whether the product is for a NWR (NOAA Weather Radio) product or an official product.  If it is an official product, the product is specified as either segmented or non-segmented, and if segmented, as having VTEC codes or not.

· VTEC Attributes

If a product is VTEC coded product, then a collection of attributes specific the type of VTEC events which are created, in terms of their VTEC mode, significance, etc.
· Product Text Case

The case of the product text can be defined.  The user can force all product text to be uppercase.  Alternatively, the user can allow mixed case.  In this mode, the case of the template phrases and database-supplied values are left unchanged.  For the non-template text that is provided directly by RiverPro, such as the stage category names and the day-of-the-week, mixed-case names are given.
· Miscellaneous Controls

Additional controls are provided, including control of the time zone specific to each forecast point’s time phrasing, control of whether the product is segmented, and if so, how is it segmented and whether VTEC coding is used.  Also, controls are provided for the UGC (Universal Generic Code) expiration time, ordering of forecast groups and points, and relative locations of the tabular section in segmented products. 
4.2   Product Header Section
The product header section is always included at the beginning of a product; it can not be “turned off”.  The product settings define which template to use.  The template is processed and the resulting text is written to the output product.  The header section templates support variable substitution, so the template phrases are loaded with any variable values and then inserted in the output text.  Each template phrase is written to a new line - i.e. no word wrap is performed.

The WMO header should NOT be added to the header template since it is inserted automatically by external communications functions, using the product identifier discussed in the preceding section. 
Note that there is a specific time format intended for use in the header section.  The T_HEADER format is described in the discussion of template formats in Appendix C.  

4.3 Headline Section
The headline section is generated using the specified template.  The headline section summarizes the current flood situation, affected locations/areas, and the expected flood duration (if known).  The headline section is a unique mixture of three classes of information:

a) Phrases of a general, product-wide nature which are not specific to a forecast group or forecast point. 
b) Phrases that describe the VTEC actions (I.e. NEW, CON, EXT, etc.) represented in the product.  

c) Phrases that give VTEC event-based information.  Because VTEC events are specific to a forecast point, this is forecast point information.
The headline section does not include any forecast group information, as in the summary section.  It also cannot give information about forecast points other than phrases about VTEC-based attributes.  For those familiar with the history of RiverPro, this headline section is actually a renaming of the previous “summary prologue” section, with extended functionality added related to VTEC.
The headline template employs a unique template processing method by making use of a set of nested instructions.  It can begin and end with a sub-section that is intended for general product-wide phrases.  
The remaining sub-section after and before these product-wide phrases are intended for VTEC information. Therefore, they are only meaningful when VTEC is turned on.   Its purpose is to briefly mention each of the action codes in the product, and then for each action code, to summarize each event matching that action code.  So for each VTEC event action (i.e. NEW, CONtinued, EXTended, etc.) represented in a product, there is a brief listing of information about the action, then some more information on the events matching the action.  To accomplish this, the template records follow a special structure.  The action’s phrases are contained within an “action block” of template records, then within the action block, there is a nested “event block”.  
Phrases within the action block, but outside the event block, are intended to express information regarding the action.  Phrases within the event block are exclusively used to present information involving the event for each forecast point.

The nested structure is better demonstrated in a structural form:


Figure 4-1.  Headline Template Conceptual Structure

The template allows independent (i.e product-wide) variables to be located outside of action blocks, either before or after the action blocks.  An action block should be defined in the template for each of the possible VTEC action codes, as per NWS Directive 10-1703.  Within each action block, but outside any nested event block, phrases that are specific to the action code can be specified.  
The event block must be within an action block, and is processed for each VTEC event that has an action code that matches the given action block.  Within an event block, the VTEC variables for forecast points can be specified.  Only one event block should be specified for each action.

Conditional expressions can be associated with phrases, although unlike other templates, they are not required. 
If not generating a VTEC product, the template still allows headline variables but it ignores any phrases within the action or event blocks.  

Additional details of the headline section generation are discussed in the Appendix C, in the discussion of the template keywords. ACTION_BEGIN, ACTION_END, EVENT_BEGIN, EVENT_END.

4.4  Basis Section
The basis section is only included if it is specified for inclusion, and its order is determined by the specified order.  Because the basis template only provides for the insertion of fixed text (i.e. no variable substitution is supported), it usually requires manual editing.

This template is processed and the text is written to the output product.  The template phrases are written to the output product with no variable substitution.  If multiple phrases are given in the template, the phrases are concatenated to form a paragraph. 

4.5   Summary Section
The summary section is only included if it is specified for inclusion.  Its order is determined by the specified order.
RiverPro loops on each of the forecast groups when generating the summary section.  Only forecast groups that have at least one of its forecast points included in the product are considered for the summary section.  The template specified for the forecast group is processed and the resulting text is written to the output product.  The text generated for each forecast group is concatenated so that there is one paragraph for the entire summary section.

The template generally includes variables specific to forecast groups.  Variables specific to forecast points will not be allowed in this template.  

A single template can be used for all forecast groups, or if desired, the user can specify a unique template for a particular forecast group.  The summary template supports the conditional control feature, it is possible to set up specific conditions under which the phrases are included.   If a forecast group has unique phrasing requirements, the use of either conditional controls or the special template feature should allow these requirements to be accommodated.
4.6   Tabular Section
The tabular section is only included if it is specified for inclusion.  Its order among the product sections is controlled by the specified order.  For segmented products, an option exists to include it inside or outside the segment(s).
The tabular section is created using the specified template.  For a specific forecast point to be included in the tabular section, the forecast point must be specified for inclusion in the product.   Locations other than forecast points can be included in the tabular section by using the “physical element”  type variable which is covered in the discussion of the template variables.

The tabular template is processed sequentially with one pass made through the template.  This approach is different from other product sections, such as the summary section, where the template is processed multiple times, by repeatedly looping through the template for different forecast groups.  
The tabular template supports many record types (i.e. record types are specified by the keyword at the beginning of the line).  The records that trigger product output are:

· LITERAL - Writes the literal text that follows the keyword.

· FP_ID - Writes text for the forecast point id that follows the keyword, using      the information previously defined in the FORMAT and VARIABLE records.

· MISCWRT - 
Write miscellaneous data not specific to a forecast point, using the information previously defined in the FORMAT and VARIABLE records.

· GRPNAME -
Writes the name of the forecast group currently being processed.

When the LITERAL record is encountered, the text following the keyword LITERAL: is inserted in the output product.

When an FP_ID record is encountered, this triggers text generation for the forecast point identifier that follows the keyword.  The specific information that is generated is determined by the FORMATS and VARLIST template records that precede the FP_ID record.  The format specifies which follow the FORMATS keyword are processed one at a time.  The format item may instruct RiverPro to insert blank spaces or insert a quoted string.  If the format item is for a variable, whether it be a float, integer, time, or string variable, then the list of variables in the VARLIST is referenced.  The first format item for a variable is used to format the value for the first VARLIST variable, the second format item for the second variable, etc.  This process continues until all format items have been processed for the FP_ID.

Note that there can be a unique definition of the paired FORMAT-VARLIST instructions preceding each FP_ID record; these can differ for each forecast point.  Alternatively, the FORMAT and VARLIST records could be defined one time, and then followed with multiple FP_ID records, causing all of the forecast points to use the same FORMAT-VARLIST instructions when writing the line of text.

When a MISCWRT record is reached, then an output string is generated based on the FORMATS and VARLIST, similar to the method described above for the FP_ID record.  The difference is that the variables specified in the VARLIST record are variables that are not associated with a forecast point.  This is useful for including such variables as the day-of-the-week in a header of the tabular section.

The GRPNAME template record also results in text being generated.  When specified, the name of the forecast point's forecast group is inserted as a left-justified header anytime that the subsequent FP_ID forecast point implies a new group is being processed.  This is used for putting the group name on a line by itself, and thereby acting as an informative heading for the forecast points that are listed on subsequent line.  Following the GRPNAME keyword is a value that indicates whether to write a blank line in the output product above the line with the group name header.

All tabular templates are processed until the end of the template is reached.  If a forecast point is included in the product, but did not have a FP_ID record for it in the tabular template, then RiverPro automatically adds the forecast point information to the end of the tabular section.  The last-specified variables and formats, as defined via the last VARLIST and FORMATS records, are used for when writing the text for the forecast point.  Because these may not be the information that is desired for the forecast point, it is preferable to have all forecast points be referenced by an FP_ID record.  This automatic feature is provided in the event that a forecast point is not explicitly listed in the tabular template.

The presence of missing data in the variables specified in the VARLIST line of the tabular section can dictate whether or not an output line is written to the product.  The MSGDATA template record controls the behavior or RiverPro when encountering this missing data.

4.7   Point-Specific Section
The user controls whether to include the point-specific sections, and its order in the product.  RiverPro loops on the included forecast points as part of the process of generating the point-specific section.  Any text generated for the point-specific subsections for the given forecast point is concatenated so that one paragraph is generated for the point-specific section for each forecast point.

4.7.1   Data Roundup Subsection
The data roundup section is only included if specified.  Its order within the point-specific section is set by the specified order.  The data roundup templates support conditional control to allow tailoring of the phrases to the current hydrologic conditions.

A single template can be specified for use for with all forecast points.  Alternatively, a unique template can be specified for a particular forecast point.  As an example, a special template might be used for a forecast point if it has consistently unique hydrologic conditions or unusual data available that won't allow the standard phrases to be generated as they are for the other forecast points.

4.7.2   Impact Statement Subsection
The impact statement section is only included in the output product if specified for inclusion.  Its order within the point-specific section can be specified.  The templates for this subsection allow variable substitution, but not conditional control.

The name of the template to use is specified.  The same template is used for all forecast points; there are no means by which a unique template can be specified for an individual forecast point.  This encourages similar phrasing for all impact statements for all the forecast points.

4.7.2.1  Impact Statement Recommendation Method
For each forecast point, an impact statement (s) is recommended by the program automatically, or the user can explicitly choose an impact statement(s).  The method by which this recommended impact statement(s) is determined as follows:

Riverpro uses a reference stage or flow value, which the user can select as being either of the current observed value, the maximum forecast value, or the maximum of the two.  As with all general river data used in RiverPro for a forecast point, the determination of whether to use a stage or flow value is defined by the value of the “primary_pe” column in the Riverstat database table.  If the first letter is “Q”, then a flow value is used; otherwise a stage value is used.

First, the reference value is checked to make sure it is not too far below the flood level, as defined by either the flood stage or flood flow.  The user controls the maximum number of feet or cubic-feet-second (cfs) that the reference value can be below the flood value.  If the reference value is too low, no impact statement is recommended.  For example, if the flood value is 20 feet and the maximum limit is 4 feet below flood value, then if the reference value is 15 feet, no impacts will be recommended.

RiverPro then searches for an impact statement(s) that has a value that lies within a value window that the user specifies.  The limits of the window are defined with regard to the reference value.  The upper and lower limits of the value window are then found by adding an upper and lower offset values.  As an example, for stage data, if the reference stage is 27.1 and the stage window offsets are -2.3 and +2.0, then the stage window is from 24.8 to 29.1.

Impact statements are also screened based on seasonal requirements.  Each impact statement has an associated season of a year for which it applies, bounded by a start date and an end date.  The season may be defined as a single day, the entire year, or any duration in between.  Also, it may straddle two years by having January 1 lie between the start and end dates.  If the current day of the year does not fall within the season defined for the impact statement, then the statement is not included.

RiverPro uses a search mode controlled by the user, which can be set to use the highest value within the stage/flow window, or use the value that is closest to the reference value be used.  This modes result in at most one impact statement being selected.  Alternatively, a mode is available that dictates that RiverPro use all impacts below the upper limit of the stage window to be used.  In this mode, multiple impact statements can be selected.

By applying the search mode to query all those impact statements whose stage and time-of-year pass the above-described filters, RiverPro selects the recommended impact statement(s).

4.7.2.2  Impact Statement Definition
The impact statements themselves can be defined in terms of stage or flow; Riverpro can even use flow-based impact statements when the reference value is given in terms of stage, and vice-a-versa.  
Impact statements are stored in the Floodstmt (i.e. Flood statement) database table.  Because this table currently has only one column for the value, a single statement must be defined for either stage or flow; it can not be simultaneously defined for both.  

The Riverstat (i.e. River station) database table provides information on which statements to use.  If the Riverstat column ”rec_type” is defined with the value “PE”, that indicates that the physical element defined in the “primary_pe” column should be used.  If the “rec_type” is defined as “NPE” (non-PE), then that means use the “opposite” physical element.  This setting results in the station’s rating table being used to convert stage to flow or vice-a-versa.

Table 4-1.  Impact Statement Units Usage

	
	Rec_Type Value

	
	“PE”
	“Non-PE”

	Primary_PE

Value
	“H*”
	Use stage reference value to find matching stage-based impact statement
	Convert stage reference value to flow and use the flow value to find matching flow-based impacts.

	
	“Q*”
	Use flow reference value to find matching flow-based impact statement
	Convert flow reference value to stage and use the stage value to find matching stage-based impacts.


Impact statements are stored in the Floodstmt (i.e. Flood statement) database table.  Because this table currently has only one column for the value, a single statement must be defined for either stage or flow; it can not be simultaneously defined for both.  

4.7.3   Historical Comparison Subsection
The historical comparison section is only included in the output product if specified.  Its order within the point-specific section is determined by the specified order.  The template for this sections support variable substitution, but not conditional control.

The name of the template to use and the forecast points to include can be specified.  The same template is used for all forecast points; there are no means by which a unique template can be specified for a individual forecast point.

For each forecast point, a historical crest is determined by the program or the user can explicitly choose a crest.  When considering which of the available historical crests to use, all crest values that are designated as (suppressed( in the IHFS database definition for the crest are ignored.  Furthermore, they are not available for manual selection by the user.

4.7.3.1  Comparison Crest Recommendation Method

The method for determining the recommended historical crest is as follows.  The program uses a reference stage or flow value and checks that it not less than some amount below the flood level.  This check is done in the same manner as is done for recommending impact statements, as described in the previous section.
The user controls the different search modes available for finding the single recommended historical crest. The search consider all crests that are within a specified value window and, optionally, also within a specified time window.  The value window is defined in the same manner as for impact statements, as described previously.  The time window is defined as the number of years to "lookback' from the current year.  For example, if the value is 30 and the current year is 1994, then the time window is bounded by 1964 and 1994.

Different search modes can be specified for the value and time windows.  If the mode specifies use the most recent crest in the windows, then the most recent historical crest that lies within both the value and time window is used.  Another mode uses the crest closest to the reference crest, and whose value and time is still within both windows.

Some of the search modes do not use the time window.  A search mode is available that uses the most recent crest that is within the value window.  Another mode uses the crest that is closest to the reference value while still within the value window.  Lastly, another mode uses the highest crest found within the value window.  If no crest value meets the search criteria, then no historical comparison is recommended for the forecast point.  Using the value and the time windows as instructed, RiverPro uses the specified search mode to find the recommended historical crest.

4.7.3.2.  Historical Crest Definitions
Historical crests can be stored in terms of stage or flow units.  Similar to the impact statements, Riverpro can compare reference values to either stage or flow values, regardless of the units of the reference value.  The method uses the same “primary_pe” and “rec_type” columns of the Riverstat database table, as used for the impact statement recommendation.
4.8   Call-to-Action Statement Section
The call-to-action section is only included in the output product if specified.  Its order in the output product can also be specified.  The only information used for the call-to-action section is the list of templates.  This list may include up to 5 impact templates.  Each template is inserted verbatim into the output product; no variable substitution is supported.  Multiple templates are concatenated together to form a paragraph.

## These phrases precede the action blocks, and can be


## used even if VTEC mode if OFF.


 


<Phrases independent of any VTEC action code, event, or forecast point or group… >





## First action block





Begin Action Block for given VTEC action code (i.e. NEW)


<Phrases specific to the action code…>





## Event block within action block.  Loop on each event


## matching the action code. There is only one event block


## is within an action block.





Begin Event Block Loop 


		<Phrases specific to each event…>


	End-Event Block





	<Phrases specific to action code…>





End-Action Block





## Repeat for additional Action Blocks… (i.e. CON)





## These phrases follow the action blocks, and can be


## used even if VTEC mode if OFF.


 


Phrases independent of any VTEC action code, event, or forecast point or group… 
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